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Evpempraopoc Ketpévou: Eroaywyn

= JKOTOG
xedLaopog Sopwv Sedopévwy TIOU EMLTPEMOUVY TNV amodoTkr UAomoinon g yAwooag
EMEPWTNONG

= Amhoikn tpoogyylon: ogwplakn avalntnon (online sequential search)

IKQVOTIOLNTIKA MOVO av i cUAAOYH TWV KELUEVWYV Eival KPR
Elval n pévn emloyr av n culoyr KELUEVWY gival EVHETABANTN

« Xxeblaopog Sopwv dedopévwy, Tou ovopdalovial EUPETHPLA
(called indices), yia emitdyuvon tng avalntnong

Avéxrnon Thngogogieg 2009-2010

Xonon Katohoywv/Evpetnotwv

Tol CUCTAUATO OVAKTNONG OTtavia avalnTtouv tnv mAnpodopla aneubeiag otn cuAloyn
gyypadwv. Tuvnbwg, XpNOoLLOTIOLOUVTAL KATAAOYOL OL OTtoloL emtitayUvouV tn dtadikacia

avalntnong.

i cLALOYN

el = EYYPApOV
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ava(;ﬁrn(sn / / v, .‘\ Snuloupfyia
KataAdyov E_éé KataAdyov

‘Eyypoga

N
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Avdyreg I'hwoowv Enspwtong
(ot LOVTEAWY AVANTNOG YEVIOTEQX)

= AmAég
Bpeg éyypada nou mepLéXouv pia AEEn t
Bpec mooeg popég epdaviletal n Aé€n t oe éva yypado
Bpeg T Boelg Twv epdavicewv g AéEng t oto €yypado
= o oUvBeteg
Aoyikég (Boolean) emepwtroelg
EMEPWTNOELC eyyUTNTAS (phrase/proximity queries)
TOLPLACUATOG TtpOTUTIOU (pattern matching)
KOVOVIKEG eKPPAOELC (regular expressions)
SoUIKEG eMePWTNOELG (structure-based queries)

IxeSLAlOUE TO EUPETNHPLO OVAAOYA LE TO HMOVIEAO QVAKTNONG Kal Tn yAwooo

EMEPWTNONG
Avéxrnon Tingogogiag 2009-2010 5
Fevinn (Aoywn) popyn evog evpetnetov
Indexing Items (6poL eupetnpiouv)
b kl k2 L kj kt ¢t T0 kel Tou aviotouel oo
gyypado d. kat otov 6po k;, to
d c c c c ' '
0 1 1,1 2,1 e i,1 e t,1 | omolo pnopei va mepLéxeL:
c .
" d2 CI,Z 02,2 e Ci,Z e Ct,Z * &va w; ToOU va
SnAwvel mv
m T ‘A / napoucia i arouvocia
N di Clj C2j @ Ce Ctj touv ki oto d; (§
n o ! g 3
¢ onoubaiotnta tou k
s otod))
dN CI,N c2,N e ci,N e Ct,N e TG Béoelg oTIg omoieg
0 6poG k; epdavitetal
oto d; (av mpdypatt
epdaviletal)
Epwtrpara:
= TLTIPEMEL VAL €XEL TO KABE Cj
= [TW¢ va UAOTIOLACOUHE QUTH TN AoyLkr Sor waoTe va XOUHE KaAr anodoon;
Avéxrnon Tingogogiag 2009-2010 6
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Teyviég Evpemplaopod (Indexing Techniques)

= Aveotpappéva Apxeia (Inverted files)

= 1o SladeSoUEvVn TEXVIKN

= Aévdpa kat Nivakeg KataAnéewv (Suffix trees and arrays)

= ypnyopeg yla “phrase queries” aA\d n KOTAOKEUN KAl N cuvthpnon
TOUG ival SUGKOAOTEPN Kal akpLBOTEPN

= Apxela Yrioypadwv (Signature files)
= XpnotpomotiBnkav oAl tn ekaetio tou 80. Imaviotepa GHUEPA —
oAAG o€ KoTavepunpéva Stadopeg mapaAlay£g Tou .

Avéxrnon Thngogogieg 2009-2010

Aveotpappéva Agyeta (Inverted Files)
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‘ Aveotpappévo Apyeto

Mopodn Aveotpappévou Eupetnpiou
Noyikr) Mopdn Eupetnpiou

Cia
Index terms
K ——l [ |
dy ¢, 2.1 1 !
G e S [T
Gy e — ( \
dien o | —T
[ A
N
Vocabulary Postings lists

Apa Sev Seopeloupe XwPO yLa ta « unSevikd KeALA» TG Aoyikrig popdrng tou eupetnpiov

Avéxrnon Thngogogieg 2009-2010

Inverted Files (Aveotpappeva apyeto)

Inverted file = a word-oriented mechanism for indexing a text
collection in order to speed up the searching task.

An inverted file consists of:
— Vocabulary: is the set of all distinct words in the text

— Occurrences: lists containing all information necessary for
each word of the vocabulary (documents where the word
appears, frequency, text position, etc.)

— Tu €iboug mAnpodopia kpataue otig posting lists e§aptdtar andé 1o Aoylké povtélo kat to
HOVTEAO EPWTHOEWV
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‘ AVECTOAUUEVO OYELO YL Evar LOVO €yypapo ot amolnuevor) Oéoewy
eppaviong nabe Aeéng

Kelpevo

‘ That house has a garden. The garden has many flowers. The flowers are beautiful

1 6 12 1618 25 29 36 40 45 54 58 66 70
Inverted File:  y/ocabulary Occurrences

beautiful 70

flowers 45, 58

garden 18, 29

house 6

Tt aAdo Sa kavate (kpatovoate) av eixaue moAda gypapoa kot VEAaue va UAOmoLooUUE TO
Atavuouartiko Movtélo;

Avéxrnon Thngogogieg 2009-2010 11

AveoTOUUUEVO aQYELO Ytor TOMAG yypapa, ot Bdouvan tf-idf
To df (document frequency, ou pag xpetaletal To Bapog tf (term frequency)
yta o IDF) apkei va amoBnkeutel pia popa
ESw Ba pmopoloape va €XOUUE Kat
D, tf: o8 . A
Index t df i TG Béoelg epdaviong tng A€Eng
ndex terms computer oto €yypado D;
computer 3———| Dp4 | |
database 5 —t— D.,3 | |
o000
science 4 — | Dy, 4 | | | |
ysem | T—{D,7_]
Vocabulary file Postings lists
Avéxrnon Tingogogiag 2009-2010 12
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Document Corpus

Inverted File

Avéxrnon Thngogogieg 2009-2010

npatdpe povo 1o freg

TTapdderypo avestoappévon apyetov omou o xdbe Aé€n 1 nat eyypaypo |

3> | <42 | <52 | <61> |

<3,1> | <4,2> | <5,2> | <6,1> l

Doc Text
1| Pease porridge hot
2 | Pease porridge cold
3 | Pease porridge in the pot
4 | Pease porridge hot, pease porridge not cold
5| Pease porridge cold, pease porridge not hot
6 | Pease porridge hot in the pot
Vocabulary Inverted Lists
cold —'{ <2,1> | <4,1> | <5,1> l
hot (= <ii> [ <1 [ <sa> | <61 |
in
not
pcase <1,1> | <2,1>
porridge ——% <1,1> | <2,1>
pot
the

W a2

WD ] oy

10

term

Algorithms
Application
Delay
Differential
Bquations

Implementation

Integral
Introduction
Methods
Nonlinsar
Crdinary
llation

Problem
Systems
Theory
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Another example

df documentids

Y

L P R e L vy
o “

[Ts]

LS P T S T A T T T e T T T S = I I % I V%

Ld oo O s o

I

—
[R]
=
[#N]
=
s
[

o

AvakTtnon NMAnpogopiag 2009-2010




Block Addressing

2TNV MePLMTWoN ou BEAOUE VA KPATHOOUHE KoL Tn Bon
eudaviong kabe 6pou oto Kelpevo

= The text is divided in blocks

= The occurrences point to the blocks where the
word appears

Avéxrnon Thngogogieg 2009-2010 15

Block Addressing: Example

That house has a garden. The garden has many flowers. The flowers are beautiful

1 6 12 1618 25 29 36 40 45 54 58 66 70
beautiful 70
Vocabulary | flowers Occurrences | 4 98
garden 18, 29
house 6
Block 1 Block 2 Block 3 Block 4
’ That house has a‘ garden. The garden has ‘many flowers. The flowers ‘are beautiful
beautiful 4
Vocabulary | flowers Occurrences | °
garden 2
house 1

Avéxtnon Thngogogicg 2009-2010 16
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Block Addressing

= Advantages:
= the number of pointers is smaller than positions

= all the occurrences of a word inside a single block are collapsed to
one reference

= (indices of only 5% overhead over the text size can be obtained with
this technique. Of course this depends on the block size).

= In many cases instead of defining the block size, we define the
number of blocks (in this way we know how many bits we need
per pointer)
= Disadvantages:

= online sequential search over the qualifying blocks if exact positions
are required

= e.g. for finding the sentence where the word occurs
= e.g. for evaluating a context (phrasal or proximity) query

Avéxrnon Thngogogieg 2009-2010 17

‘ Aveotpappeva Apxeia: Artattioslg Xwpou

LKPEC MEYAAES

m

N

k1

k2 ]

\/ Postings lists
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ITAPEN®GEXH

Yrattoting Ketpévou
Text Statistics

Avéxrnon Thngogogieg 2009-2010

Awpbpwon

» Juyvotnta Epdaviong Aé€swv
» O Nopog tou Zipf
» O Nopog tou Heaps

Avéxrnon Thngogogicg 2009-2010

20
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INoamtog Adyog - Keipevo

Starting with hieroglyphs, the first written surfaces (stone, wood, animal skin,
papyrus and rice paper), and paper, text has been created everywhere, in many
forms and languages.
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2ratiotineg 18tomteg Ketpévou

« How is the frequency of different words distributed?
« How fast does vocabulary size grow with the size of a corpus?

Such factors affect the performance of information retrieval
and can be used to select appropriate term weights and other
aspects of an IR system.

Avéxrnon Thngogogicg 2009-2010 22
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Suyvotnta Aéewv

= A few words are very common.

« 2 most frequent words (e.g. “the”, “of”) can account for about
10% of word occurrences.

« Most words are very rare.

« Half the words in a corpus appear only once, called hapax
legomena (Greek for “read only once”)

= Calleda“ ” distribution, since most of the probability
mass is in the “tail”

Avéxrnon Thngogogieg 2009-2010
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Sample Word Frequency Data (from B. Croft, UMass)

Frequent Number of Percentage
Word Occurrences of Total
the 7,398,934 59
of 3,893,790 3.1
to 3,364,653 2.7
and 3,320,687 2.6
in 2,311,785 1.8
is 1,559,147 1.2
for 1,313,561 1.0
The 1,144 860 09
that 1,066,503 08
said 1,027,713 0.8

Frequencies from 336,310 documents in the 1GB TREC Volume 3 Corpus
125,720,891 total word occurrences; 508,209 unique words

Avéxrnon Thngogogicg 2009-2010
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O vopog tov Zipf

Rank r of a word: The numerical position of the word in a list sorted by decreasing

frequency (f).
Zipf (1949) “discovered” that: the frequency of any word is inversely proportional to its
rank f .r =k (for constant k)
ly:
- f1*1=k
_ f2 * 2=k The most frequent word will appear twice as often as the second most frequent
word, which occurs twice as often as the fourth, etc
- f3*3=k
- fi*i=k

- =f1*1=f1 < fi=f1/i
= H ouyvotnta tng i-th o ouxva epdavilopevng Aé€ng ivar 1/i pop£g n cuyvotnta g
IO GUXVAG.

= [Tio akptBeg: 1/i° 6mou § uetaév 1.5 kat 2

Avéxrnon Thngogogieg 2009-2010

25

Sample Word Frequency Data (again) (from B. Croft, UMass)

Frequent Number of Percentage
Word Occurrences of Total

the 7,398,934 59 1*59=59
of 3,893,790 3.1 2*31=6.2
to 3,364,653 2.7 3*2.7=81

and 3,320,687 2.6 4*26=104
in 2,311,785 1.8 5*18=9
is 1,559,147 1.2 6*12=7.2
for 1,313,561 1.0 7*1=7

The 1,144 860 09 8*0.9=7.2

that 1,066,503 08 9*0.8=7.2

said 1,027,713 0.8

Frequencies from 336,310 documents in the 1GB TREC Volume 3 Corpus
125,720,891 total word occurrences; 508,209 unique words

Avéxrnon Thngogogicg 2009-2010
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Zipf’s Law Impact on IR

= Good News: Stopwords will account for a large fraction of
text so eliminating them greatly reduces inverted-index
storage costs.

= Bad News: For most words, gathering sufficient data for
meaningful statistical analysis (e.g. for correlation analysis
for query expansion) is difficult since they are extremely
rare.

Avéxrnon Thngogogieg 2009-2010 27

Zipf and Term Weighting

Luhn (1958) suggested that both extremely common and extremely
uncommon words were not very useful for indexing.
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Does Real Data Fit Zipf’s Law?

= Alaw of the form y = kx¢ is called a power law.
- Zipf's law (fi=f1/i) is a power law with ¢ = -1
= On alog-log plot, power laws give a straight line with slope c.
log(y) =logkxX) =logk +clogk) =logk —log)

Zipf is quite accurate except for very high and low rank.

1000 10000 100000

raquoncy

100

Avéxrnon Thngogogieg 2009-2010
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Does Real Data Fit Zipf’s Law?

Lizics ‘einstein-zf dat’ ——

viple-zf.daf =——

10000 ¢ e

1000 —

E : verne-zf.dat ——
4]
=}

g ‘ewald-zf.dat' —

= 100 Iu?\uNa zf dat’ —

10 ¢
1 = — - — - - TR
1 10 100 rankingmoo 10000 100000

Inuelwon: O X kat Y €xouv AdoyaplOuikn KAipaka

Avéxrnon Thngogogicg 2009-2010
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Mandelbrot (1954) Correction
Ziph’s Law:  fi= f1/i®
Mandelbrot correction: fi= f1*k/(c+i)°
o c: parameter
o k: so that all frequencies add to N
o This formula fits better with the read texts

10000 1
/

1000

iraguency

100

1 w

Avixrnon TThngogogiag 2 . 31
' Mandelbrot’s function on Brown corpus

Explanations for Zipf’s Law

= Zipf's explanation was his “principle of least effort.” Balance
between speaker’s desire for a small vocabulary and hearer’s
desire for a large one.

H emavaAnn Aé€ewv eivat eukoAdTEPN QMO TNV
gmwvonaon/xpnon véwv

= Debate (1955-61) between Mandelbrot and H. Simon over
explanation.

« Me emudpoAraén:

Li (1992) shows that just random typing of letters including a
space will generate “words” with a Zipfian distribution.

http://www.nslij-genetics.org/wli/zipf/

Avéxrnon Thngogogicg 2009-2010 32
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Vocabulary Growth

« How does the size of the overall vocabulary (number of
unigue words) grow with the size of the corpus?

= This determines how the size of the inverted index will
scale with the size of the corpus.

« Vocabulary not really upper-bounded due to proper
names, typos, etc.

Avéxrnon Thngogogieg 2009-2010 33

Heaps’ Law

If Vis the size of the vocabulary (i.e. number of distinct words) and
the nis the length of the corpus in words:

V =Kn” with constants K, 0< B <1

= Typical constants:
= K~ 10-100
* B~0.4-0.6 (approx.square-root)

Avéxrnon Thngogogicg 2009-2010 34
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Heaps’ Law Data
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Heaps’ Law

= Explanation for Heaps’ Law

» Can be derived from Zipf's law by assuming documents are
generated by randomly sampling words from a Zipfian
distribution

Heaps' law also means that:

as more instance text is gathered, there will be diminishing returns in terms
of discovery of the full vocabulary from which the distinct terms are drawn.

Avéxrnon Thngogogicg 2009-2010
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Word Length

= Average Length of Words

- Why? To estimate the storage space needed for the
vocabulary.

- Average word length in TREC-2 = 5 letters

If we remove stopwords then average word length: 6-7
letters

Avéxrnon Thngogogieg 2009-2010

Eniong

Jvwudua pe pla Evuepa Tou KEumpLtl n olepd Twv
YHHAapWTV o€ pLa AEEn dev €gxL onolpaa. Akpel To
TIWTPO KOIL TO TALUEAETO YUOPAU VO ElaVL OTN COTWA
oegpLa.

Jupdpwva pe pla Epguva Tou KEumpLtd n oepd twv
YPOAUMATWY o€ pLa A€En dev €xel onuaocia. Apkel To
TIPWTO KOIL TO TEAEUTALO YPAUMA VO ElVAL OTN CWOTA
ocLpa.

Avéxrnon Thngogogicg 2009-2010
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Kieiowpo ITAPENGEXHX

Avéxrnon Thngogogieg 2009-2010

Aveotpappeva Apyeto: Anontyoetg Xmeou

Notations
e n:the size of the text (of all documents in the collection)
e V:the size of the vocabulary

For the Vocabulary:
= Rather small.

= According to Heaps’ law the vocabulary grows as O(n”), where fis a constant

between 0.4 and 0.6 in practice. So V ~ sqrt(n) // dpa avdhoyo tng teTpaywvikig pifag
Tou pey€Boug tng cuAoyng)

For Occurrences (posting lists):
=  Much more space.

= Since each word appearing in the text is referenced once in that structure (i.e.
we keep a pointer), the extra space is O(n)

(To reduce space requirements, a technique called block addressing is used)

Avéxrnon Thngogogicg 2009-2010
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45% of all words are stopwods

Size of Inverted Files as percentage of the size of the whole collection

Avéxrnon Thngogogieg 2009-2010

Addressing words: 4 bytes per pointer (2232 ~ giga)
Addressing 64K blocks: 2 bytes per pointer
Addressing 256 blocks: 1 byte per pointer

Index Small collection Medium collection Large collection
(1Mb) (200Mb) (2Gb)
Addressing words 45% 73% 36% 64% 35% 63%
Addressing 64K blocks 27% 41% 18% 32% 5% 9%
Addressing 256 blocks 18% 25% 1.7% 2.4% 0.5% 0.7%
Without All words  Without All words  Without All words
stopwords stopwords stopwords

41
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